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Context	

Back	in	summer	2016,	we	were	asked	to	implement	a	pilot	for	a	new	financial	market	monitoring	solution.	
This	 platform	was	 supposed	 to	 be	 the	 next	 generation	 compliance	 platform	 to	 implement	 the	 upcoming	
MIFID2	regulation	along	with	the	other	existing	ones	(EMIR,	…).	

While	we	had	delivered	several	major	risk	and	compliance	programs	such	as	liquidity	monitoring	(LCR)	and	
market-abuse	(MAR)	for	Big	4,	it	was	a	twofold	challenge	for	us	as	the	application	had	to	handle	both	the	high	
data	volumes	generated	by	the	new	regulation	scope	(i.e	all	transactions	executed	by	all	market	participants	
on	 listed	markets	 in	Europe	 and	on	most	OTC	products)	 and	be	 able	 to	monitor	High	Frequency	Trading	
operations	directly	from	the	market	exchange.	

We	had	two	months	to	implement	the	pilot.	The	platform	was	supposed	to	be	implemented	within	Hadoop	
ecosystem.		Besides,	that	summer,	we	could	only	bring	together	a	team	of	4	people…	

At	that	time,	we	had	already	rolled	out	several	Big	Data	platforms	so	Hadoop	was	an	obvious	choice	for	us.	
But	we	were	considering	going	a	step	futher	as	the	evolutivity	and	maintanability	of	existing	solutions	didn’t	
match	 our	 expectations.	We	wanted	 to	 be	 closer	 to	 business	 events,	 offer	more	 agility	 and	 collaboration	
between	business	lines.	2015	has	seen	the	generalization	of	stream	processing	but	it	was	the	emergence	of	
new	generation	of	Big	Data	frameworks	that	catched	all	our	attention.	This	new	event-driven	architecture	
passed	our	internal	test	in	our	lab	environment.	It	was	a	real	test	driven	in	a	customer	context.		

This	report	tells	the	story	of	how	to	successfully	 implement	an	advanced	analytics	platform	for	one	of	the	
most	demanding	industry.		We	will	first	cover	the	functional	requirements	analysis	that	led	to	architecture	
definition.	Then	we	will	 review	 in	detail	 the	architecture	 that	has	been	set	up.	Finally,	we	will	discuss	 the	
performance	results	and	some	technical	conclusions	we	made.		

TARGET	AUDIENCE	
This	report	is	intended	to:	

• Chief	Technology	Officer,	Chief	Innovation	Officer,	Chief	Operating	Officer,	Chief	Data	Officer,	Chief	
Digital	Officer,	Head	of	Compliance	and	Head	of	Risk	in	Financial	Sector;		

• Architect,	Tech	Leader	and	Data	Engineer	that	must	implement	a	Data-Centric	architecture.		
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Requirements	Analysis	

In	this	first	section,	we	go	through	the	study	of	the	business	requirements	that	have	driven	us	to	the	choice	of	
the	technical	architecture.	This	analysis	is	key	to	achieve	the	development,	in	only	two	months,	of	a	platform	
capable	of	processing	hundreds	of	Go	of	data	per	day	for	financial	market	monitoring.	

STEP	1:	LOOK	AT	THE	INPUT	DATA	
Data	Flow	1:	It	consists	mostly	of	huge	files	(raw	text,	XML	or	binary	formats)	of	financial	transactions	on	
listed	 instruments.	Typically,	once	the	market	 is	closed,	banks	and	market	exchanges	gather	all	 their	daily	
transactions	and	send	by	batch	the	resulting	multi	gigabytes	files	to	their	regulator.	

Data	flow	2:	But	as	there	are	some	functional	controls	performed	at	the	transaction	level,	producers	should	
be	able	to	recycle	rejected	transactions.	This	process	leads	to	the	integration	of	recycled	files	of	a	small	size	
with	only	very	few	transactions.		

Data	 Flow	3:	 To	 improve	 the	monitoring	 of	 the	 European	market,	 all	market	 authorities	 should	 redirect	
through	a	dedicated	hub	the	 transactions	 that	could	concern	another	regulator.	This	rule	creates	another	
workflow	for	transactions	with	specific	business	rules;		

Data	Flow	4:	In	a	near	future,	it	is	plan	that	market	participants	will	have	to	send	all	market	events	(Orders,	
Executions,	Price	and	so	on)	in	real-time	to	allow	intraday	monitoring	and	alerting.	Thus,	the	platform	needs	
to	be	able	to	process	not	only	batch	of	files,	but	streams	of	business	events	too.		

Data	Flow	5:	As	it	is	common	in	finance,	the	platform	integrates	large	sets	of	daily	referential	data	such	as	
instrument	codes	or	identifiers	(ISIN,	LEI,	…)	coming	from	various	number	of	agencies	(ANNA,	ESMA,	etc.).		

Data	Flow	6:	Finally,	non-structured	data	coming	from	information	providers	such	as	Bloomberg,	Reuters	or	
social	networks	will	also	have	to	flow	in	the	system.	Unstructured	data	has	not	been	covered	in	the	pilot	but	
our	architecture	had	to	support	those	types.	

STEP	2:	CONSIDER	THE	VARIOUS	USE	CASES	
Then	we	look	at	the	various	use	cases	the	platform	should	support.	By	use	case,	we	mean	how	the	data	will	
be	accessed	(or	consumed)	by	end	users	and	all	the	processing	steps	in	between.	We	call	it	the	“data	pipeline”	
which	can	be	a	combination	of	control	(structure	and	coherency),	enrichment,	transformation,	normalization,	
aggregation,	analytics	and	so	on…	This	analysis	will	determine	which	processing	framework	is	the	best	fit	and	
which	data	 storage	 to	use.	The	 access	mode	 can	vary	 from	deep	 analytics	 (audit,	 data	discovery	or	back-
testing),	 interactive	query,	search,	alerting,	reporting,	 forecasting,	data	science	sandbox,	machine	 learning,	
etc.		
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STEP	3:	MATCH	THE	REQUIREMENTS	
During	the	pilot,	the	platform	we	were	asked	to	build	had	to	match	a	certain	number	of	expectations:	

• Process	huge	amounts	of	data:	 that’s	straightforward,	Big	Data	technologies	mainly	exist	because	of	
this	need;	

• Propose	 a	 versatile	 architecture	 with	 independent	 functional	 modules.	 Financial	 regulation	 is	
constantly	evolving,	and	you	need	to	be	able	to	add	more	controls	and	regulation	rules	without	making	
any	changes	to	the	existing	system;	

• Reusability/Composition:	number	of	functional	blocks	was	not	defined	during	pilot	(DataViz,	alerting	
systems,	Data	 Science	 toolkit)	 so	 extend	business	 functions	with	 standard	 connectors	 should	be	 easy	
while	preserving	the	core	features	of	the	platform;	

• Ease	to	add	new	sources	of	any	kind;	
• Zero	data	loss:	we	cannot	afford	to	lose	any	transaction	in	the	process,	otherwise	we	cannot	ensure	the	

coherency	of	the	analytics,	all	point	of	a	regulatory	platform	is	lost;	
• Propose	both	real-time	granular	analytics	and	alerting	with	high-level	reporting.	Real-time	means	

we	 can’t	 go	 with	 a	 batch	 architecture,	 and	 the	 granularity	 level	 is	 represented	 by	 a	 transaction	 (or	
order/exec).	In	other	words,	the	files	we	must	process	are	just	right	for	aggregated	reports	but	too	big	
and	too	high-level	for	granular	reports;	

• Coherency	 controls	were	more	 challenging	 to	 implement	 as	 it	 requires	 checking	 existence	 and	non-
existence	of	creation	or	cancellation	events	in	existing	stock	(several	billions	of	transactions);	

• Full	 Auditability	 and	monitoring	 of	 the	 system,	 to	 ensure	 no	 data	 loss	 throughout	 the	 system	 and	
tracking	of	any	transformation	(data	lineage);	

• Every	data	must	be	kept:	from	source	(RAW	form)	to	final	format;	
To	finish,	end-users	should	be	able	to	perform	data	mining,	transversal	and	interactive	query	on	the	data	
at	any	level	through	a	simple	interface.	
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Architecture	Selection	

In	Big	Data,	you	can	find	4	architectures:	

• Batch:	Processing	information	as	bounded	dataset.	It	is	generally	implemented	by	the	“MapReduce”	
paradigm.	It	is	the	most	frequently	used	pattern.	Apart	latency,	one	of	the	biggest	drawback	of	batch	
processing	is	that	Big	Data	doesn’t	work	well	with	small	datasets	and	records;		

• Streaming	architecture	processes	data	as	soon	as	it	is	collected.	The	drawback	of	stream	processing	
is	 that	 the	 consistency	of	 analytics	 is	difficult	 to	 implement	 in	a	distributed	system	which	almost	
eliminates	his	usage	in	financial	and	compliance	reporting	demands;	

• Lambda	architecture	is	a	composition	of	the	two-previous	architectures	to	offset	both	drawbacks;	
• Kappa	architecture	appeared	very	recently	in	the	Big	Data	world.	Kappa	proposes	an	event-driven	

based	approach	of	data	processing	but	with	warranty	of	consistent	processing.	

For	the	pilot	requirements,	it	became	rather	clear	that	we	needed	to	go	with	a	stream	based	architecture	to	
address	the	real-time	and	granular	reporting	expectations.	To	address	future	usage,	when	there	will	be	
more	streams	of	events	as	source	than	files,	leveraging	on	a	stream	architecture	will	warranty	the	agility	of	
the	 platform:	 adding	 new	 data	 sources,	 combine	 information	 flows	 and	 extend	 the	 system	 to	 new	 user	
requirements	will	be	greatly	facilitated.	This	modular	approach	will	allow	to	compose	with	the	modules	and,	
for	example,	transparently	replace	functional	components.		

You	might	 have	noticed	 some	 contradictions	 in	 this	 list	 of	 expectations	 and	 the	 choice	 of	 a	 stream	based	
architecture:	

• Real-time	 stream	 based	 architectures	 don’t	 usually	 go	 well	 with	 the	 concept	 of	 zero	 data	 loss.	
Completeness	 of	 report	 is	 generally	 reach	 by	 the	 addition	 of	 a	 batch	 layer	 in	 a	 so-called	 lambda	
architecture.	The	big	drawback	of	this	architecture	is	that	those	two	layers	(speed	vs.	batch)	need	to	be	
maintained	conjointly;		

• Doing	both	granular	and	aggregated	reporting	is	not	straightforward:	once	the	data	is	transformed	in	a	
stream	of	event,	 for	some	analytics,	we	must	find	a	way	to	remember	from	which	file	(data	set)	every	
event	came	 from.	But	more	difficult,	we	need	 to	know	when	a	 file	 is	being	processed,	 i.e.	when	all	 its	
events	have	been	processed;	

• Most	analytics	works,	 like	machine	 learning	algorithms,	need	 to	be	repeatedly	executed	 in	a	coherent	
dataset:	one	way	or	another,	the	real-time	stream	of	data	must	be	re-playable.	

With	 the	 right	 choice	 of	 architecture	 and	 technologies,	 those	 contradictions	 disappear:	 The	 Kappa	
architecture,	 supported	 by	 Apache	 Kafka,	 is	 what	 made	 it	 possible.	 We	 were	 experimenting	 with	 these	
architecture	for	several	months	so	we	were	confident	to	use	it	on	a	customer	project.		
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Focus	on	the	Kappa	Architecture	

Let’s	explain	a	little	more	in	details	what	is	a	Kappa	Architecture.	

	

Figure	1	-	Kappa	Architecture	diagram	

	

In	the	Kappa	architecture,	everything	is	a	stream	of	event,	and	all	events	are	stored	in	one	or	several	re-
playable	logs	(sequence)	of	event.	That’s	where	Apache	Kafka	comes	in.	This	technology	of	distributed	re-
payable	logs,	features	an	exactly-once	delivery	semantic,	which	means	that	every	event	will	be	processed	
exactly	one	time.	

On	the	figure	above,	you	can	see	that	the	principle	of	the	Kappa	architecture	is	to	chain	Kafka	pipelines	(Kafka	
topics)	with	stream	processing	blocks.	The	choice	of	the	stream	processor,	here	Apache	Spark	Streaming,	is	
also	very	important,	as	it	will	take	a	responsibility	when	it	comes	to	zero	data	loss.	A	processing	function	can	
read	 data	 from	 one	 or	 several	 Kafka	 topics	 and	will	 push	 its	 results	 into	 another	 topic	 that	will	 then	 be	
available	for	reading.	There	is	a	very	high	level	of	composability.	

Let’s	have	a	look	at	the	requirements	and	see	how	the	Kappa	Architecture,	Apache	Kafka	and	the	choice	of	a	
recover	upon	 failure	capable	stream	processor	such	as	Spark	Streaming	and	a	reliable	 idempotent	NoSQL	
datastore	such	as	HBase	allowed	us	to	fulfill	them:	

1. Propose	a	versatile	architecture	with	independent	processing	blocks	

If	you	want	to	add	a	new	feature,	you	just	need	to	develop	the	code	of	your	stream	processing	job	and	plug	it	
to	the	relevant	Kafka	topic	to	begin	ingesting	and	processing	data.	

And	considering	that	the	Kafka	topics	can	be	re-played,	you	can	even	process	historical	data	if	needed.	And	
once	 it’s	 finished,	 it	will	automatically	start	processing	the	real-time	data.	At	the	condition,	of	course,	 that	
your	processing	speed	is	greater	than	the	data	production	rate.	
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2. Zero	data	loss	and	data	consistency	

Kafka	re-playability	feature	and	other	inner-mechanisms	make	it	possible	to	achieve	the	exactly-once	delivery	
paradigm.	The	processing	 framework,	 Spark	Streaming	 constantly	back-up	 its	 current	position	within	 the	
Kafka	topic	it’s	reading.	In	case	of	failure,	it	will	simply	re-play	every	event	starting	from	its	last	back-up	point.	
You	can	find	a	 lot	of	materials	are	available	online	to	explain	how	modern	distributed	systems	ensure	the	
delivery	and	processing	of	critical	information.			

Data	consistency	is	another	critical	feature	of	such	platform.	As	zero-data	loss,	a	lot	of	information	is	available	
online	so	we	won’t	go	in	detail.	In	short,	the	consistency	is	ensured	in	a	distributed	system	by	not	letting	data	
being	 modified.	 In	 opposition	 of	 classic	 database	 solution	 that	 must	 manage	 concurrent	 access	 and	
modification	to	records	with	transaction	mechanism.	It	is	this	mechanism	that	prevent	application	to	scale.	
Big	Data	only	accepts	new	record	and	his	consultation.	This	“append-only”	semantic	becomes	quickly	very	
natural	when	 you	 implement	 advanced	 analytics	 solutions	 especially	 in	 Risk	 and	 Compliance	where	 full-
traceability	 is	 required.	 It	 is	 also	 important	 to	 know	 that	 Big	 Data	 solutions	 control	 very	 frequently	 the	
integrity	of	the	data	that	it	manipulates.	

3. Machine	Learning	and	Data	Mining	

The	 fact	 that	 Kafka	 is	 a	 re-playable	 log	 also	 allows	 us	 to	 go	 back	 in	 history,	 and	 feed	 machine	 learning	
algorithms	with	all	the	data	it	needs.	

4. Propose	both	granular	and	high	level	real-time	reporting	

The	granular	reporting	is	easy,	as	we	are	working	with	a	stream	of	business	events	(order/execution)	which	
represents	the	most	granular	level.	

The	difficult	part	is	to	do	high	level	reports	on	files.	We	need	to	know	when	a	file	is	being	processed	and	check	
that	all	its	transactions	have	been	processed	too.	And	this	is	the	Kappa	architecture,	with	its	composability	
feature,	that	helps	us	do	it.	All	we	had	to	do	is	log	every	applicative	action	into	a	dedicated	topic,	and	have	a	
state-full	 processing	 job	monitoring	 it.	 For	 every	 event,	 we	would	 log	 the	 fact	 of	 seeing	 it,	 processing	 it,	
transforming	it,	controlling	it,	etc.	And	basically,	a	file	would	be	processed	when	we	had	the	confirmation	that	
every	event	within	it	had	been	sent	in	the	platform	and	had	been	processed.	
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Platform	Architecture	in	Ten	Points	

We	saw	in	the	previous	section	how	the	Kappa	Architecture	fits	the	client	expectations	and	allows	us	to	build	
directly	the	right	platform	for	the	future,	where	financial	transactions	won’t	be	sent	in	huge	files	but	one	at	a	
time	in	a	stream	of	events.	

We	will	now	deep	dive	into	the	architecture	put	in	place.	

	

Figure	2	-	RegTech	platform	functional	architecture	
The	first	thing	to	do	is	look	at	the	legend	on	the	bottom	left	of	the	figure.	There	is	two	ways	of	dealing	with	
data:	pushing	it	into	a	storage	unit	or	pulling	it	to	process	it.	The	processing	technology	is	Spark	Streaming	
and	there	are	three	different	storage	technologies:	Kafka	topics,	Hive	tables	and	HBase	tables.	As	you	can	see,	
Hive	and	HBase	are	always	at	the	end	of	the	pipelines,	while	Kafka	topics	are	in	the	middle,	moving	data	from	
and	towards	different	layers.		

Speaking	of	which,	we	have	three	different	layers:	

1. The	Integration	Layer,	responsible	of	receiving	the	raw	data,	formatting	it,	saving	it	and	passing	it	along	
to	the	Control	Layer;	

2. The	Control	Layer,	in	charge	of	controlling	every	event	with	both	stateless	and	state-full	control;	
3. The	Normalization	Layer,	that	receives	only	valid	data	and	normalizes	it	into	the	format	specified	by	the	

client.	
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The	reason	why	we	format	the	data	twice	is	that	both	the	input	and	the	output	format	are	XML	and	there	is	
nothing	we	 can	 do	 about	 it.	 And	XML	 is	 bad	 for	 performance,	 so	we	need	 another	 format	within	 the	
platform	to	ensure	that	the	controls	will	be	efficient	in	terms	of	time	and	computational	resources.	

Now	that	you	have	a	good	overview	of	the	general	architecture,	lets	dive	yet	a	little	more	into	details	point	by	
point:	

1. The	input	data	

It	consists	of	huge	XML	and	stream	of	FIX	events	(text	format),	although	in	our	pilot	the	analytics	on	the	
latter	were	not	very	complex.	Each	file	is	made	of	thousands	or	more	transactions,	identified	by	their	unique	
transaction	number	and	their	type,	i.e.	“New”	or	“Cancel”.		

2. Integration	layer	

The	File	Receiver,	developed	with	Akka	framework	and	Apache	Camel,	has	two	main	roles:	

• Control	 the	 integrity	 of	 the	 files	 based	 on	 the	 schema	 and	 reject	 the	 ones	 that	 are	 incomplete	 or	
corrupted	

• Split	the	files	into	a	stream	of	events	and	serialize	the	data	so	that	we	don’t	have	to	deal	with	XML	
serialization	within	the	data	pipeline	

• Note:	the	file	receiver	was	run	in	a	separated	cluster	management	system	called	Mesos	meanwhile	the	
rest	of	the	component	run	on	YARN	which	is	the	standard	resource	manager	for	Hadoop.		

We	used	Avro	as	our	serialization	format	throughout	our	data	pipeline	for	several	reasons:	

• It	relies	on	schemas	and	as	those	schemas	are	always	present	upon	reading,	the	data	is	self-describing;	
• Avro	is	language	agnostic;	
• It	supports	schema	evolution,	so	it’s	good	for	event	data	that	can	change	over	time;	
Once	Avro	schemas	are	set,	we	can	choose	between	Avro	or	Parquet	format	for	storage:	

• Parquet	is	a	Column	based	format,	good	for	queries	on	a	subset	of	columns,	aggregations	and	column	
based	operations;	Conversion	between	Avro	to	Parquet	is	straight	forward	with	the	help	of	schema.	

• Avro	is	a	Row	based	format,	good	for	accessing	the	full	data	and	for	scans;	
• This	allow	us	to	choose	the	right	format	depending	on	our	needs.	
3. Saving	RAW	data	

This	was	an	important	requirement:	the	ability	to	store	all	source	data	without	any	data	loss	and	to	let	end	
user	run	any	ad-hoc	queries	on	it.	

In	our	architecture,	 it	 is	quite	 easy	 to	 implement:	we	have	a	Spark	Streaming	processing	 job	 in	 charge	of	
ingesting	data	from	the	Kafka	raw	data	topic	and	saving	it	into	different	Hive	tables.	

RAW	 data	 are	 stored	 in	 Parquet	 format	 for	 efficient	 data	 compression	 and	 analytics	 performance	
(columnar	format)	
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4. Controller	

This	component	ensures	that	every	event	that	flows	in	the	platform	is	conformed	to	a	set	of	functional	rules.	
Those	rules	can	be	trivial	(format	control)	to	very	complex	(see	functional	coherency).	All	different	controls	
are	 implemented	 by	 a	 stream	 processing	 job.	 As	 requested	 by	 the	 client,	only	 the	 events	 that	 pass	 all	
controls	are	declared	valid	and	can	be	sent	to	the	Normalization	Layer.	

Most	of	them	are	stateless,	but	some	are	state-full	and	need	to	access	the	historical	valid	data	to	perform	
integrity	controls,	such	as	asserting	that	a	transaction	hasn’t	been	sent	twice,	or	that	a	cancel	order	 isn’t	
received	before	the	transaction	to	cancel.	We	will	talk	a	little	more	about	those	controls	in	section		

5. Functional	Coherency	/	Reference	Control	

As	 said	 before,	 we	 are	 going	 to	 need	 a	 quick	 access	 to	 valid	 historical	 data.	 But	we	 don’t	 need	 all	 the	
information	from	the	data,	only	a	few	fields	such	as	transaction	reference	and	source	(LEI).	We	choose	to	
store	 this	 information	 in	 a	 dedicated	 HBase	 table.	We	 designed	 the	 table	 index	 (RowKey)	 in	 order	 to	
maximize	performances	for	read	queries	and	scans	so	that	the	state-full	controls	would	be	performant.	

6. Functional	Coherency	/	Reference	Check	

Those	state-full	 controls	will	 leverage	Spark	 join	and	co-group	methods,	 complex	event	processing	and	
low-latency	queries	in	HBase	to	control	the	historical	validity	of	every	transaction.	

7. Normalization	

In	 this	 layer,	 the	 normalization	 processing	 component	will	 gather	 the	 valid	 data	 and	 normalizes	 it.	More	
specifically,	it	will	transform	it	from	Avro	into	the	XML	format	specified	by	the	client.	

8. Data	Storage	

Once	the	valid	data	is	normalized,	it	will	be	stored	into	HBase	and	made	accessible	for	queries	and	reporting	

9. Reporting	

This	is	one	of	the	most	important	part	of	the	architecture.	Every	stream	processing	job	will	store	its	actions	
in	a	dedicated	Kafka	topic.	This	way,	everything	that	is	happening	on	the	platform	is	accessible	in	real	time	
by	reading	this	applicative	log	topic.	That’s	how	the	reporting	module	in	charge	of	creating	the	reports	can	do	
its	job.	It’s	a	state-full	process	with	an	in-memory	state	constantly	updated	that	incrementally	computes	
the	reports	in	real	time.	Once	a	report	is	finished,	the	job	stores	it	into	a	dedicated	Hive	table	and	releases	the	
state	relative	to	the	report.	We	don’t	have	infinite	memory,	so	we	must	make	sure	that	we	release	in-memory	
data	the	second	we	don’t	need	it	anymore.	

10. Notebooks	

Thanks	to	Hadoop	architecture,	we	can	run	analysis	on	both	HBase	and	Hive	table.	For	simplicity,	we	
use	SQL	language	with	Spark	SQL	or	Hive	depending	the	user	requirements.	You	can	even	make	queries	that	
join	information	between	HBase	and	Hive	tables.	In	this	project,	we	go	for	Zeppelin	as	our	analyzing	tool,	but	



PLATFORM	ARCHITECTURE	IN	TEN	POINTS	
	

Page	10	

other	choices	of	 technology	are	perfectly	possible	 through	standard	connector	but	we	recommend	using	
Data	Visualization	tools	that	have	native	connection	with	Big	Data	(ie.	not	ODBC).	

Monitoring	

Last	 important	 component	 is	 the	monitoring	module	 that	will	 have	 the	 role	 of	 the	 control	 tower	 of	 the	
platform.	All	the	workflows	with	the	platform	can	be	overseen	and	the	integrity	of	the	platform	controlled.	
We	must	be	sure	that	no	business	events	are	missing.	This	system	is	also	based	on	the	processing	of	events	
(technical	this	time)	generated	by	all	functional	modules	of	the	platform.	This	component	is	also	based	
on	Kafka	but	also	uses	Elasticsearch	and	Kibana	for	the	real-time	dashboard.		

Infrastructure	

We	won’t	 cover	 the	 infrastructure	 part	 of	 this	 pilot.	 Just	 note	 that	 it	 was	 deployed	 on	 a	 simple	 cluster	
composed	of	6	nodes	within	a	private	datacenter.	The	creation	and	setup	of	the	cluster	were	done	during	
the	pilot.	The	project	was	then	deployed	in	a	production	ready	setup	(Kerberos)	on	3	datacenters	with	few	
minor	changes	for	high-availability.		

Methodology	

We	obviously	didn’t	 implement	all	these	modules	straight	away:	we	preferred	an	agile	MVP	(Most	Viable	
Product)	 approach	 along	 with	 a	 Scrum	 organization	 of	 the	 team	 composed	 of	 4	 people	 with	 1	
architect/PM,	2	developers,	1	DevOps).	We	made	4	releases,	one	per	week,	to	implement	all	the	features	that	
the	client	wanted.		
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Benchmark	and	Scalability	

PLATFORM	PERFORMANCE	
In	 this	 chapter,	 we	will	 go	 very	 fast	 through	 the	 performance	metrics	 obtained	 by	 the	 platform.	We	 run	
numerous	sets	of	benchmarks	on	very	different	use	cases	to	try	to	identify	the	most	common	bottle	neck.		

Here	are	our	cluster	resources:	

• 6	nodes	
• 120	virtual	cores	on	YARN,	the	resource	manager	of	our	cluster	
• 356	Go	of	RAM	
• SAN	Storage	
On	this	setup	and	with	all	the	complex	control	and	transformation	on,	the	platform	managed	to	process	6K	
transactions	per	second	end	to	end.	A	“processed	event”	means	that	it	has	been	integrated,	saved	as	raw	
data,	controlled,	normalized	and	finally	saved	as	normalized	data.	We	observed	steady	throughput	from	20k	
to	30k	in	some	parts	of	the	data	pipeline	which	has	less	complex	business	rules.	It	is	important	to	notice	that	
XML	serialization	and	deserialization	have	a	notable	impact	on	performance.	

6K	per	seconds	represents	a	total	of	216	million	transactions	processed	during	a	market	day	(10h)	on	this	
“small”	cluster.	This	number	seems	to	be	conform	to	the	client’s	expectations.		

We	knew	at	that	time	that	those	numbers	could	be	greatly	improved	but	we	were	limited	by	the	time	and	
resources	allocated.	Of	course,	the	platform	leverages	the	scale	out	architecture	of	big	data.	The	compute,	
storage	and	memory	capacity	can	be	easily	extended	simply	by	adding	new	node	to	the	cluster.		

	

Figure	3	-	Data	sharding	between	Kafka	partitions	and	Spark	jobs	allows	scalability	
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Later,	we	were	also	able	to	remove	some	known	limitations	at	the	infrastructure	layer	level	by	removing	the	
virtualization	on	the	worker	nodes	that	had	a	terrible	impact	on	processing	and	networking	performances.	
Networking	(and	security)	is	somehow	one	of	the	most	important	point	to	consider	at	the	very	beginning	of	
the	project	as	it	is	not	trivial	to	change	after	deployment	and	critical	to	performance.	

PLATFORM	SCALABILITY	
To	conclude	the	technical	part	of	this	report,	we	would	say	that	we	have	been	able	to	implement	all	functional	
requirements	of	the	pilot	while	satisfying	the	performance	and	extensibility	expectations	of	a	complex	market	
regulatory	monitoring	platform	in	only	two	months.	

In	our	opinion,	this	success	was	made	possible	because	of	the	decision	to	go	with	Kappa	Architecture	and	the	
use	of	modern	Big	Data	technology	like	Kafka,	Spark,	Hadoop,	Akka	and	HBase	to	power	it.	We	aimed	to	add	
Apache	 Flink	 in	 our	 data	 pipeline	 to	 extend	 the	 event-processing	 capacity,	 improve	 check	 pointing	
performance	in	a	distributed	mode	and	lower	the	global	latency.		

All	 those	 products	 are	 open-source,	 free	 to	 download	 and	 deploy	 in	 production.	 This	 is	 important	 if	 you	
consider	the	global	cost	to	implement	an	advanced	analytics	platform.	Those	components	can	be	easily	setup	
in	a	cloud	environment	and	you	can	find	enterprise	production	support.		

Not	 only	 the	 platform	 is	 performant	 –	 despite	 the	 false	 reputation	 of	 stream	 processing	 being	
generally	slower	than	the	batch	processing	–	but	it	is	also	flexible	and	scalable.	

Flexible	because	if	one	needs	to	add	a	new	processing	functions	(a	new	feature,	a	new	sub-part	of	an	already	
existing	control,	etc.),	one	 just	needs	 to	code	 its	streaming	 job	and	connect	 it	 to	 its	source	and	sink	Kafka	
topics.	

Scalable	because	if	Kafka	isn’t	quick	enough,	adding	some	Kafka	brokers	will	suffice	to	fix	the	problem,	even	
if	in	our	tests,	the	writing	speed	of	Kafka	was	never	the	problem.	The	consumption	rate	of	stream	processing	
jobs,	on	the	other	hand,	tends	to	be	the	real	bottleneck	of	the	platform.	But	here	again,	spark	streaming	is	
highly	scalable.	You	just	need	to	add	some	more	resource	to	the	jobs	in	need	and	the	problem	is	solved.	
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Conclusion	

For	years,	we	weren’t	fully	satisfied	with	big	data	architecture	in	a	finance	environment.	Of	course,	in	some	
context,	the	volume	of	data	to	process	enforce	the	use	of	Hadoop	solutions.	But	most	solutions	were	based	on	
distributed	 batch	 implementation	 of	 MapReduce	 paradigm	 which	 is	 slow,	 complex	 to	 setup	 and	 hard	 to	
maintain.	These	never	fit	to	our	vision	of	modern	use	cases	in	Finance.	

With	the	emergence	of	kappa	architecture,	also	called	“fast	data”,	we	could	quickly	implement	an	agile	data-
centric	platform	that	will	accelerate	the	transition	to	digital	finance.		

This	pilot	has	demonstrated	the	pertinence	of	these	new	architectures	in	the	context	of	finance	and	since	then	
we	 have	 leveraged	 on	 it	 in	 various	 business	 cases,	 from	 securitization	 to	 structured	 finance,	 to	 help	 our	
customers	accelerate	their	transformation	to	a	data-driven	organization.
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